Creating an Academic Hotbot:  Revealing the Hidden Web

Summary

The proposed University of Michigan Library service will establish a broad, generic, information retrieval resource for information about publicly available digital library objects provided by the research library community.  This service will be built through a collaboration that relies on the University of Illinois’s proposed metadata harvester.  The two primary criteria for inclusion in the University of Michigan service are that the information resources the metadata describe are (1) publicly accessible and have no access restrictions, and (2) have a corresponding Web-based digital representation (e.g., this would not include the metadata records for slides when the slides cannot be accessed through the Web).  The proposed service will also encompass as broad a collection of resources as possible (i.e., with no subject parameters).  The service will be accessible to the entire Internet community, without bounds. We hope to finally begin to reveal these “hidden web” digital library resources in a way that they are not now revealed.  Michigan intends to base its service on the proposed UIUC “harvester” mechanisms.  That is, Michigan will not develop a harvester per se, but will develop a service that can provide access to harvested data.  In our partnership with UIUC, we will be an early release site for the WinNT/Win2000-based harvester they propose to develop, and we will develop mechanisms to regularly export the harvested data to a system that is enhanced for information retrieval.  The middleware that we use for the access system will be made available freely to other institutions for implementation as they see fit, e.g., to develop subject-based repositories.

Purpose

Research libraries are creating and hosting an increasingly significant proportion of the World Wide Web’s cultural resources, and yet that wealth of information is not indexed in any of the popular Web “search” services.  There are several dangers in perpetuating the “hidden web” of cultural resources.  For example, there is the danger of marginalizing the expensive activities undertaken by research libraries if few of the users who might benefit from finding these resources are able to locate them.  Whatever the reason, though, efficiently and reliably revealing the hidden web to users of the Internet is an activity that is fundamentally consistent with the mission of our institutions.

The problem of the “hidden web” has proven difficult for a number of reasons.  At the root of the problem is the basic incompatibility of appropriate ways of managing the growing body of resources and the ways that Web search services work.  One need only look at the scale of our collections to understand how the problem arises.  A small collection of images in a research library, for example, numbers in the tens of thousands.  Converting records for those images and the images themselves to digital formats is a relatively large expense, and in the interest of long-term investment, this leads the research library to use very rich and enduring formats, and therefore not native to the Web, and thus to store the information in databases with gateway connections to the Web.  By contrast, Web search services expect to find relatively large numbers of web sites but relatively small numbers of items at each web site. 

In a formal but unpublished study hoping to capitalize on the “crawler” methodologies of Web search services, Michigan exposed several thousand records for art images in Web pages accessible to the crawlers.  Several strategies were employed, including providing all of the web pages in a single directory, scattering the web pages through many directories, and releasing the web pages progressively over a period of time.  We found, in every case, that the large number of web pages seemed to “overwhelm” the crawlers.  Only a small percentage of Web pages was indexed, and the crawlers rarely returned with a frequency consistent with a site that is periodically updated.  Digital collections at our institutions—with some institutions offering tens of thousands of “published” volumes and hundreds of thousands of digital images—necessitate methods for management and access that are incompatible with the methods of the Web search services.

The nature of our digital library collections should also cause us to look for solutions that differ in important ways from the Googles and Hotbots of the Internet.  Most significantly, the materials are frequently described with controlled metadata (e.g., name authorities, controlled subject vocabularies, and an exacting sense of a “title”), practices that are second-nature to libraries. By contrast, most other Web resources lack any descriptive record.  Digital library resources also tend to differ in “type,” with a large number of formal publications (often hundreds of pages long), and many images of art and artifacts; this, too, leads us to provide formal descriptions.  And, finally, many of the resources are unique or, because of a high degree of coordination between our institutions, most of the resources that are not unique (e.g., retrospectively converted publications) are uniquely held by the offering institution.  While this fact of uniqueness does not distinguish our collections from the majority of the web, it again typically leads us to supply formal descriptive records for the materials.  

The resulting situation is one where a large body of valuable, “authoritative,” and rich material is lost to many users.  Those who do seek out (and find) the digital collections that we put online tend to be specialist users or to have specialist knowledge, and a very high premium is placed on inventiveness in searching (many ways at many locations) and diligence.  Although use of our digital collections is often high, these searching traits certainly do not describe the search behavior of the common user, suggesting that use of our collections should be much higher—and that the resources are not found by most users.  The compelling value of the Web search services is less obviously appropriate to a universe of prepared descriptive metadata.  Web search services like Google or Hotbot employ methods that are designed to cope with poor or non-existent description, a relatively large number of words in the documents that are not germane to the description, and rapid obsolescence.  Do those search heuristics apply for compact metadata records with name authorities, titles, controlled subject vocabularies, and purposeful description, or for resources that continue to hold their value despite sometimes considerable “age”?  Even if “seeded” with our descriptive metadata records, would the search services yield the results up to users seeking frequently “old” information with compact descriptions? An “Academic Hotbot” with entirely different search heuristics is clearly much needed.

Work Plan

Background

The University of Michigan proposal builds on both a critical collaboration with the University of Illinois and ongoing work at Michigan to develop and distribute digital library search technology.  Through its Digital Library eXtension Service (DLXS), Michigan now maintains and distributes a bibliographic search mechanism that will serve as an ideal foundation for the proposed Academic Hotbot search system.  That bibliographic search system now runs in production with a single database of nearly 20 million records, thus demonstrating its effectiveness with large-scale databases.  The same search engine is used in a different system with Michigan’s Making of America implementation, thus demonstrating its likely effectiveness with many users and intensive use.  The system has been tailored to record-oriented data, and thus provides tools for collecting citations (i.e., in a personal collection or “bookbag”), downloading citations, and e-mailing citations.  The system uses session-management to support stateful connections through the web, and a modest XML data structure that can accommodate mapping from Dublin Core, MARC, and a variety of other record formats.  The source code for the implementation (though not the search engine itself, which is licensed) is distributed through free Open Source mechanisms, and we hope to see enhancements to the body of code from partners throughout the world (e.g., The University of Amsterdam has proposed the creation of a multi-lingual interface).

Importantly, however, Michigan lacks the “harvesting” technology needed to seed its database, and so will build its proposed information retrieval service on the harvesting services proposed by the University of Illinois.  A duplicate implementation of UIUC’s proposed harvester will be installed at Michigan to facilitate frequent and regular record extraction.  The UIUC harvester will be used by Michigan both to gather metadata records and to “manage” those records, keeping the authoritative form in a SQL database that can guard against duplication and determine whether an updated record should replace an existing record.  Michigan will collaborate with UIUC to deploy the harvester at Michigan, providing feedback to UIUC, and Michigan will assist UIUC in deploying search technologies developed at Michigan.

Phase One:  Identification of Metadata and Early Testing

During the first phase, we will work with DLF institutions and with CIC institutions not in DLF to identify sources of metadata and, where possible, to get early releases of metadata to test in the DLXS Bibliographic Class access mechanisms.  The DLXS Bibliographic Class middleware is complete in its ability to provide access to OAI-compliant metadata.  This makes available the resources to focus on acquiring metadata.  To the extent possible (particularly when the institution in question is a DLXS customer), we will work with those institutions to try to facilitate OAI-compliant ‘exposure’ of metadata.  It will also be possible to manually extract metadata from some of these institutions to begin to populate our database.  We can then perform the necessary but small modifications in display, such as reporting results by groupings of clearly labeled institutions.

Phase Two:  Delivery of a service based on UIUC tools

The second phase of Michigan’s work will occur subsequent to the development of a harvester by UIUC and will focus on the integration of that harvesting service.  At that time, Michigan will deploy the UIUC harvester and will begin the development of an ODBC-based extraction tool and transformation and indexing tools.  The extraction tool will be used to harvest records on a regular basis.  The transformation tool will turn records into the XML format needed for the DLXS Bibliographic Class retrieval system.  Nearly the entirety of Michigan’s investment at this point in the project will be in the development of the extraction tool, of appropriate transformation methods (probably through XSLT), the automation of these processes, and the automation of indexing/updating routines that will be needed to support the existing DLXS Bibliographic Class retrieval system in this new role.  These steps will be performed by a programmer to be hired for the project.  At the same time, a project librarian with Human-Computer Interaction and usability background will begin performing modest (interface-based) adaptations of the DLXS Bibliographic Class retrieval system for the purpose of making available harvested data to the public.  The result of these efforts will be the deployment of an Academic Hotbot, revealing as much of the “hidden web” of digital library resources as is possible, depending of course on the extent of digital library collections that is exposed.

Phase Three:  Assessment and Experimentation

Although we believe that the service is, in and of itself, the most important contribution we can offer to the problem of revealing “hidden web” collections, there are important research questions about the heuristics of retrieval that can be asked once the service is available.  The third phase of Michigan work will focus on these research questions, evaluated through three distinct methods of assessment and experimentation.

1. The project librarian will conduct basic usability studies, using a variety of methods common in studies of human-computer interaction.  These methods are likely to include “heuristic assessment,” interviews, questionnaires, and user testing.

2. The project librarian will perform log analysis.  S/he will compare searches and results to putative “best answers” as determined by specialist librarians, as well as results that can be obtained in the currently available Web search systems.

3. Finally, and perhaps most importantly, the project librarian will conduct trials with users of the basic system, as deployed in Phase One, against modifications intended to simulate the probabilistic retrieval provided by popular Web search systems.  For example, we will introduce ranking by hit density and ranking by hit location (e.g., hits occurring in the title are more important than hits occurring in other parts of the record) in a parallel version of the system to facilitate comparison.  It is our hypothesis that this sort of ranking is not germane with prepared metadata, but this hypothesis should be tested with live users and data.

The studies conducted by the project librarian will be assisted by the project programmer, especially in the third case where modifications to the system and search methodologies is needed.

Phase Four:  Dissemination

There are three components of dissemination:  making the system available for searching by the public (i.e., Phase One), publishing the results of studies conducted in Phase Two, and sharing the middleware developed for the system.  Publications stemming from the research conducted in Phase Three will be freely shared on the Web in conjunction with the service.  As mentioned, the middleware developed for the service is already freely available; we will continue to distribute the middleware through DLXS, and will add to our distribution the ODBC-based extraction and XLST-based transformation tools.  

Sustainability

The proposed service is likely to be popular and will thus raise issues of our ability to support the service beyond the funding period.  Many of the costs of supporting the proposed Academic Hotbot can be supported as part of the routine activities of the base-funded Digital Library Production Service.  For example, the host machine (or portion of an existing host machine) and system administration would be part of our regular support and amortization processes.  We assume that there are indeed ongoing costs of maintenance and development, but we also hope that those activities can be bundled into support for the DLXS Bibliographic Class retrieval software, thus obviating ongoing, distinct costs for the service.  We will evaluate this hypothesis over the course of the project.

Timetable

	Phase One:
	July 1-December 31, 2001

	Phase Two:
	January 1, 2002-June 30, 2002

	Phase Three:
	March 1, 2002-June 30, 2002

	Phase Four:
	July 1, 2002-ongoing


Staffing Plan

Although the project will be supported by the human and technological resources currently available through DLPS, the bulk of the work for the project will be undertaken by staff members recruited specifically for the project.  Recruitment for project staff will begin on approval of funding. Staff will be recruited nationally, but it is worth noting that the Ann Arbor area has a large pool of people skilled in these areas and it is anticipated that the positions will be filled relatively quickly.

Interface design, new system specification and assessment will be the responsibility of a project librarian with Human-Computer Interaction and usability background.  Since the first task of this librarian will be assessment and adaptation of the DLPS Bibliographic Class system, work can begin on hire, without depending on the implementation of the UIUC harvester. The project librarian will be recruited at the associate or senior associate level and will be expected to bring to the project demonstrated experience with common assessment methods such as conducting interface usability analysis, log analysis and carrying out user studies.

The second key staff member for the project will be the project programmer.  The project programmer will immediately begin the development of metadata extraction tools and of method for transforming metadata from its native format to the XML needed by the DLPS Bibliographic Class system.  Again, this work can begin immediately and is not dependent on the implementation of the UIUC harvester.  The programmer will also assist the project librarian in implementing alternative retrieval heuristics for testing with users.  The programmer will be recruited at the University of Michigan Programmer/Analyst II level and be expected to have skills with database technologies and CGI programming.

The project will be managed by John Price Wilkin, Head of the Digital Library Production Service and the project staff will report directly to him.

Appendix:  Planned Research Collaboration with University of Illinois, Urbana-Champaign

The University of Michigan Library and the University of Illinois at Urbana-Champaign Library both have proposed to implement a suite of OAI-based metadata harvesting services, search services, and tools designed to facilitate discovery and retrieval of scholarly information.  Two distinct metadata search services are proposed utilizing shared infrastructure components and software tools.

The University of Michigan search service would be more global in scope, providing cross-repository searching of metadata describing publicly available digital objects.  The Michigan service would be relatively "lightweight" (e.g., without deduplication or thesauri) and would be designed to answer the pressing need for opening the "hidden web" information resources of the scholarly community. The proposed audience for the Michigan search service is the entire Internet community, without bounds, and we believe that its role and importance is to finally begin to reveal to a wide audience these digital library resources in a way that they are not now revealed.

The University of Illinois would develop a more vertical, domain-specific portal designed to search metadata describing manuscript archives and digital cultural heritage information resources.  Metadata describing non-digital resources and resources of restricted availability would be included along with metadata describing publicly available digital objects. Best practices for revealing (via OAI) the metadata contained in EAD finding aids and other community-specific metadata schemas would be investigated.  The proposed target audience for the Illinois service is the academic community of researchers and scholars interested in learning about these specific types of resources which tend to be poorly represented (or not represented) at the item level in existing comprehensive (e.g., cross-institutional) finding aids.

In addition to establishment of these search services, Illinois proposes to develop and make available tools to facilitate the creation of OAI metadata provider repositories.  These tools will be developed in concert with and tested at other CIC institutions.  Illinois also proposes to construct and make available for Michigan's use a middleware application that harvests OAI-compliant metadata provider sites.  Michigan proposes to make available tools to help build and maintain large-scale indices of OAI harvested metadata.  Each institution proposes to develop unique interface and value-added services and components.  All tools and components will be made freely available, excepting only the core, underlying XPAT search engine, which can be obtained for a nominal cost by other non-profit institutions through Michigan's existing Digital Library eXtension Service (DLXS).

The two institutions bring complementary experience and resources to the proposed projects.  Michigan has extensive and unique experience in creation and implementation of large-scale search services, and the strength they bring is the certainty that the broad-based search service will be built and maintained, and that it will be effective.  Illinois has extensive experience with the generation and transformation of metadata in many XML schemas and experience with harvesting of HTTP-based information resources.  Illinois was an OAI metadata harvesting alpha test participant. Their participation will facilitate development of OAI provider sites and the harvest of the broadest possible collection of metadata.  Both institutions bring extensive experience with library search interface design and a large base of academic and general library users.  A multi-institutional steering committee, including members from outside the 2 institutions, will be established to help coordinate project work and insure broad applicability of project output.

� For an example of currently underway Usability testing of University of Michigan systems, please see the “Usability study of DLPS systems, 2001” at http://www.umdl.umich.edu/pubs/specs/usability-2001/dlps-usability-plan-2001.html.
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